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The Current State of Play
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Al is already being used in mediation

SIMC MAIA Bot Mediation

Al-assisted case preparation launched 2024 Al avatar mediation platform
Smartsettle ONE ODR.com

Al-assisted dispute settlement Self-help family mediation platform for ODR

80+ Al legal assistants now listed

This presentation covers the empirical evidence on Al capabilities across mediation tasks, a concrete example of responsible
deployment, and the regulatory gap. By the end you should have a clear sense of where the evidence supports Al use, where it
doesn’t, and what the options are for regulating the difference.
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What AI Can and Cannot Do
in Mediation: The Evidence
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Three tiers of capability

The evidence is strongest where the stakes are lowest, and thinnest where the stakes are highest.

1

Administrative &
preparatory

Strong evidence

Multiple large-scale benchmarks

2

Analytical &
strategic

Mixed evidence

Few studies, serious caveats

3

Interpersonal &
culturally embedded

Evidence against

Empathy gap, cultural bias
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I Tier 1: Administrative and preparatory tasks

94.8% 77.2% 26 sec

Best Al accuracy on Al accuracy on Al review time
document Q&A* summarization™** for NDAs**
Vs. 70.1% lawyer baseline vs. 50.3% lawyer baseline vs. 92 min for lawyers

Mediation tasks in this tier:

Pre-mediation document review e Case chronology and timelines e Identifying common and divergent positions e
Drafting standardised settlement language

Lawyers beat all Al tools on both redlining (contract markup and revision) (79.7% vs. 65.0% best Al) and EDGAR research (SEC filing analysis)
(70.1% vs. 55.2% best Al). Humans outperform on complex, multi-step reasoning and judgement.

Source: Al performance ranged from 72-84* and 59 -77**. Vals Legal Al Report (VLAIR) (February 2025), LawGeex, February 2018
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Tier 2: Analytical and strategic tasks

“Robots in the Middle”

Tan et al, October 2024

GPT-40 matched or outperformed humans in 62%
of intervention selections

84% of message generation tasks across 50
scenarios

CAVEAT

Human comparators were not mediators but annotators
with varying legal knowledge

No study has compared Al to a trained, professional mediator.

Habermas Machine
Tessler et al, Oct 2024

5,734 UK participants

Unanimous agreement rose 22.8% - 38.6%

Al consensus statements preferred 56% of time

CAVEAT

Human mediators were untrained volunteers. Task was
opinion summarisation, not dispute mediation

All baselines are untrained volunteers or law students.
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I The hallucination problem

What goes wrong:

17—33%

hallucination rate in purpose-built
legal Al research tools J Confusing party arguments with judicial holdings

Fabricating legal provisions that do not exist

J Stating the opposite of a court’s holding

J Failing to recognise hierarchies of precedent
Magesh et al, J. Empirical Legal Studies, 2025

These are the most heavily resourced Al products in the legal sector, built specifically for legal research. In a
mediation, a hallucinated legal reference or fabricated precedent could materially distort the process.

Legal specific Al — Lexis+ Al was the strongest performer — at 65% accuracy

Vendor claims of “hallucination-free” outputs were proven to be unreliable or overstated.



SMU Classification: Restricted

Tier 3: Interpersonal and culturally embedded tasks

The empathy perception gap

Al-generated empathic responses make people feel heard. But when 6 2 8 2
people know the response came from a machine, the effect drops ,
significantly. ..
. . . . . participants across
Strongest effect: responses involving emotional exchange - the dimension .
. 9 studies
most central to mediation.
largest study on
Yin et al, PNAS, March 2024 e Ruben et al, NHB, June 2025 Al empathy perception
Cultural bias in LLMs

o All GPT models (2020-2024) default to Western, English-speaking values without prompting
. Most distant from African-Islamic countries (107 countries tested, Tao et al, PNAS Nexus, 2024)
o Even Arabic-monolingual LLMs exhibit Western cultural bias (Naous et al, Georgia Tech 2024)

o Cultural prompting reduces but does not eliminate bias



No study has compared Al
to a trained, professional
mediator
on any task.

Every comparison in the literature uses untrained volunteers or law students.

The evidence base overstates Al’s relative performance.
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Evidence in Practice:
SIMC’s MAIA
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MAIA: what it does and where it stops

What MAIA does (Tier 1)

) Generates case chronologies from documents
J Outlines relevant individuals and roles

. Tables of common and divergent positions

o Summarises disputes from extensive files

J Drafts initial settlement agreements for counsel to
revise

MAIA does not intervene in sessions, pr assess emotions.

Safeguards

Closed-source input

Only party-uploaded documents. No external data.

Human verification

All outputs checked by professionals before use.

Auto-deletion

Data deleted after 5 min inactivity. Private servers.

Multiple providers

Reduces dependence on any single model.
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The Regulatory Gap,
and What Might Fill It
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What exists

Broad Al regulation

EU Al Act (ADR classified as potentially high-risk where proceedings produce legal effects). China: security assessments, content
labelling. Singapore: voluntary, principle-based governance.

Existing legal obligations

Confidentiality data protection, professional conduct rules. These apply, but were written without Al in mind.

IBA Guidelines (June 2025)

First dedicated instrument for Al in mediation. Covers administrative, mediator-specific, and institutional uses. Addresses party
autonomy, confidentiality, neutrality. Voluntary.
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Options for mediation-specific regulation

Task-specific deployment standards

Distinguish case preparation from live session use

Mandatory disclosure

Require parties to know when and how Al is being used

Independent testing, published results (‘food label’ approach)

Confidentiality-specific rules

Data input, retention, and use for cloud-based Al tools

Liability and insurance

Professional indemnity clarity for Al-assisted mediations

‘ Accuracy standards

These are options for discussion, not recommendations.
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Unresolved Matters
for the Panel
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Three questions the evidence cannot resolve

Consent, public policy, and human oversight

If Al generates a proposed settlement structure and the mediator presents it without material modification, is that
preparation or intervention?

Does Al access create a new power imbalance?

Disclosure that your counterpart is using Al does not give you equivalent capability. Should Al access be provided
symmetrically, restricted, or left to the market?

Is AI mediation still mediation?

If the experience of being genuinely heard is part of what makes a mediated agreement durable, settlement rates
alone won’t tell us whether Al mediation works.

17
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I Adjacent evidence: Al negotiation studies

.14 % 18.6% 180k+

profit loss for weaker Al agents structural surplus advantage negotiations revealed
in automated negotiations for buyers over suppliers exploitable Al behaviours

Stronger models systematically Driven by differential anchoring. Agents disclosed bottom line
exploited weaker ones across Role assignment alone biased when asked. Some attempted
electronics, vehicles, and real outcomes — procedural fairness prompt injection - overriding
estate did not correct it the counterpart’s instructions

Zhu, et al. Hasija & Castillo Vaccaro, Curhan et al.

Stanford/MIT e arXiv 2025 24,000 episodes ® SSRN 2025 MIT, JH * arXiv 2025

None of these studies involved mediation directly — but all three show that Al creates measurable asymmetry between parties.
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